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Exponential Integrators for Stiff Elastodynamic Problems
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We investigate the application of exponential integrators to stiff elastody-
namic problems governed by second-order differential equations. Classical
explicit numerical integration schemes have the shortcoming that the step-
sizes are limited by the highest frequency that occurs within the solution
spectrum of the governing equations, while implicit methods suffer from an
inevitable and mostly uncontrollable artificial viscosity that often leads to
a nonphysical behavior. In order to overcome these specific detriments, we
devise an appropriate class of exponential integrators that solve the stiff part
of the governing equations of motion by employing a closed-form solution.
As a consequence, we are able to handle up to three orders of magnitude
larger time-steps as with conventional implicit integrators and at the same
time achieve a tremendous increase in the overall long-term stability due to
a strict energy conservation. The advantageous behavior of our approach is
demonstrated on a broad spectrum of complex deformable models like fibers,
textiles, and solids, including collision response, friction, and damping.
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1. INTRODUCTION

Differential equations are called stiff when the dynamical processes
they describe take place on time scales of different sizes. According
to the classical definition by Curtiss and Hirschfelder [1952] the
term “stiff” means: “. . . where certain implicit methods perform
better than explicit ones”. We conclude that stiffness as such is not
a characteristic of the differential equations nor is it a property of
the numerical methods applied in order to solve them. It is just an
issue of efficiency because we want a numerical integration method
to sample the important time scales as quickly as possible. The fact
that many natural phenomena like the deformation of materials, the
dynamic behavior of fluids, thermal conduction, chemical reaction
kinetics, electrical circuitry, laser oscillations et cetera can be de-
scribed by differential equations whose solution spectrum contains
at the same time high- and low-frequency oscillations, has led to
an independent research on appropriate numerical solution schemes
throughout the scientific disciplines. For example, in Brydon et al.
[1998] the authors propose to break the domain of a stiff problem
into adjoining patches and to use on each of these subdomains the
exact solution of an approximate problem instead of searching for an
approximate solution of the exact problem. The approximate prob-
lem can be expressed by employing linear equations with known
analytical solutions rather than the original ODEs. Such a method
should be insensitive to many numerical problems experienced by
other techniques. This is closely related to the concept of exponen-
tial integrators: the linear part of a differential equation is treated
with a closed-form expression—the exponential function.

Since many of the aforementioned natural phenomena are simu-
lated in order to generate special effects for films or commercials,
the computer graphics community has not remained unaffected by
the need for proper methods for the numerical treatment of stiff
differential equations. One of the most frequently employed math-
ematical frameworks in physics-based modeling are the so-called
Newton equations of motion, a system of second-order ordinary
differential equations, that lay the foundations for the description
of many mechanical systems like interacting deformable bodies,
such as fibers, textiles, solids, particle fluids, etc. (refer to Ter-
zopoulos et al. [1987]). Depending on the ratio of the internal or
external forces that are acting in or on a mechanical system the
solutions to the equations of motion comprise a spectrum of high-
and low-frequency modes. It is well known that the step-size of
so-called explicit integrators is limited by the highest frequency in
the solution spectrum. As a consequence, their opponents, implicit
integrators, have extensively been studied by the computer graphics
community (refer to, for example, Baraff and Witkin [1998] and
Hauth and Etzmuss [2001]). These methods allow for “large” time
steps but at the same time they necessitate the solution of a lin-
ear system per iteration. In addition, they suffer from an inevitable
and mostly uncontrollable numerical viscosity. This often leads to a
nonphysical behavior since the energy is dissipated. The authors of
Baraff and Witkin [1998] have been the first who employed the im-
plicit Euler or BDF-1 method to overcome the step-size limitations
due to the stiff tensile behavior of textiles. So-called implicit-explicit
(IMEX) schemes, on the other hand, are based on a separation of the
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slow and fast acting potentials where the former is treated with an
explicit, the latter with an implicit method (refer to Eberhardt et al.
[2000], Hauth and Etzmuss [2001], McLachlan and O’Neale [2007],
and Stern and Grinspun [2009]). Other approaches (rely on a strict
replacement of stiff components by constraints that are iteratively
satisfied) (refer to Goldenthal et al. [2007] and Bergou et al. [2008]).

Stiff components are, for example, the linearly elastic forces in
the equations of motion. In order to get rid of these stiff components
and the problems they cause during their numerical treatment, we
propose to use the analytic solution of the harmonic oscillator. This
leads us to the so-called exponential integrator that is able to take
large time steps and at the same time preserves the energy as it does
not induce artificial viscosity. However, using the analytic solution
of the harmonic oscillator comes at a high price as it introduces a
new problem: the numerically efficient evaluation of trigonomet-
ric matrix functions where the size of the matrices depends on the
spatial discretization of the system. We shall see that the employ-
ment of so-called Krylov subspace methods enables us to make our
approach highly competitive compared to other well-established
integration methods for stiff systems in computer graphics.

We state explicitly that the concept of exponential integrators
is not new and has been broadly discussed outside the realm of
computer graphics as the vast quantity of literature proofs; however,
to our knowledge this class of integrators has not been used before
by the computer graphics community. Furthermore, we will not
argue that it solves all the problems or makes superfluous existing
approaches but represents an alternative and efficient way to the
numerical treatment of the ubiquitous stiff mechanical systems.

In this context our specific contributions are as follows.

—First, we introduce the general concept of exponential time inte-
grators into the realm of computer graphics and show how they
can be employed to overcome the well-known problems in the
numerical treatment of the ubiquitous stiff mechanical systems.
This is accompanied by a comprehensive study of the literature
concerned with exponential integrators. In particular, we focus
on the numerical treatment of systems of second-order ordinary
differential equations of the form

Mẍ(t) + Dẋ(t) + K (x(t) − x0) + !(x(t)) = 0,

also known as semi-linear equations of motion. It is not relevant
if systems of coupled oscillators or finite elements are employed
as long as M and K meet certain requirements. In addition, our
formulation is not restricted to diagonally lumped mass matrices.

—Second, we extend the exponential integrator framework by a
co-rotational formulation, in order to overcome the limitation to
small deformations due to the rotational variance of the stiffness
matrix. Employing Co-rotational Exponential-time Integrators
(CETI) allows us to handle correctly large deformations with-
out the need for a computational costly nonlinear formulation.
For the sake of completeness the nonlinear formulation and an
appropriate numerical solution procedure are also discussed.

—Third, we discuss the notion of so-called filter functions, which
are an integral part of the exponential integrator framework. They
are necessary to improve the stability of the numerical solution
process. We show how by their careful choice we can enforce
symplecticity of the exponential integrator.

—Fourth, we devise a fast and robust numerical solution procedure
that exploits the sparse structure of the underlying system and
employs Krylov subspace projections in order to compute the
trigonometric matrix functions that appear within the exponential
integrator and its filter functions.

—Fifth, we demonstrate the advantageous behavior of the exponen-
tial integrator when it is applied to the equations of motion on
a broad spectrum of stiff and complex real-world examples like
fibers, textiles, solids, and trusses, many of which include effects
like damping, collision response, and friction. Furthermore, it is
shown that for stiff problems “real time” and “high accuracy” are
not mutually exclusive.

The remainder of the article is organized as follows: in Section 2
we give a brief overview over the history of exponential integrators,
related work from the field of computer graphics and other areas.
In Section 3 the exponential integrators for linear and nonlinear
second-order differential equations are derived and the notion of
filter functions is discussed. The co-rotational formulation of the
exponential integrator is provided in Section 3.3. In Section 4 we
introduce a numerical method that employs Krylov subspace pro-
jections to compute efficiently the cardinal sine and trigonometric
functions of a matrix that would otherwise prohibit an efficient em-
ployment of exponential integrators for our purposes. In Section 5
we demonstrate the advantageous behavior of our approach on a
broad spectrum of numerical examples and compare it to other
commonly used methods.

2. RELATED WORK

The history of exponential integrators goes back to the late fifties
of the last century, when Hersch raised a problem of traditional
numerical ODE integrators: if the differential equation is analyti-
cally solvable such integrators do not compute the correct solution.
Therefore, Hersch [1958] proposed a new exact integration scheme
for linear ODEs with constant coefficients. This has become the first
exponential integrator. Two years later Certaine [1960] introduced
the first multistep integrator of this kind. The author makes use of the
variation of parameters approach with an algebraic approximation
of the integral part. Since then the research on exponential integra-
tors mainly followed two distinct directions: exponential integra-
tors for first-order ODE systems and direct integrators for second-
order differential equations based on the variation of parameters
approach.

Contributions that deal with first-order ODE systems comprise,
for example, that of Pope [1963] who proposes a linearization of
a nonlinear ODE in every time step. This converts the nonlinear
ODE into a semi-linear form, which constitutes the basis for the
Rosenbrock-type methods (refer to Rosenbrock [1963]). Further-
more, exponential versions of traditional numerical integrators have
been introduced. Lawson [1967] published the first Runge-Kutta-
based exponential method where the classic coefficients are replaced
by exponential functions. Later exponential Runge-Kutta methods
have been extended to higher order (refer to Friedli [1978]), with
the goal to solve stiff differential equations. In addition an expo-
nential Adams integrator, based on the Adams-Bashforth method,
was introduced in 1969 by Nørsett (refer to Nørsett [1969]).

Contributions that focus on the variations of parameters approach
are, for example, that introduced in Certaine [1960]. In this con-
text “direct” means that the integrator does not have to reduce the
second-order problem to a first-order system. This class of inte-
grators is of special interest, as it allows us to stably compute the
elastodynamic response of highly oscillatory systems.

In the stiff context it started with the pioneering work by Gautschi
who proposed to integrate the nonlinear part of the variation of
parameters formula by using trigonometric polynomials (refer to
Gautschi [1961]). Later this approach has been combined with the
trapezoidal rule by Deuflhard [1979]. A significant improvement has
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Fig. 1. A complex example: a sheat of cloth is draped over a spinning buddha statue. The textile consists of 100 × 100 particles connected via nonlinear
tensile and shear springs. The buddha model is taken from the Stanford 3D Scanning Repository.

been achieved with the adoption of filter functions for the argument
of the nonlinear part, (refer to Garcı́a-Archilla et al. [1999]).

The term “exponential integrator” was coined by Hochbruck et al.
in 1998 to express the occurrence of the exponential function within
this type of integrator (refer to Hochbruck et al. [1998]).

In our contribution we make use of a class of second-order
exponential integrators. We build upon derivations and theoretical
results that can be additionally found in Hochbruck and Lubich
[1999], Hairer and Lubich [2000], Grimm and Hochbruck [2006],
and Hochbruck and Ostermann [2010]. To achieve an efficient
implementation of the required matrix functions we employ Krylov
subspace projection methods that are analyzed in detail by Saad
[1992] and Hochbruck and Lubich [1997].

Also in the field of computer graphics certain integrators have
been established over the past decades in order to handle the nu-
merical problems that necessarily arise in the context of cloth or
solid simulation with stiff material properties. One of the rare pub-
lications that gives a profound insight into the requirements of stiff
numerical methods especially for the computer graphics commu-
nity is that of Hauth and Etzmuss [2001]. In their contribution the
authors propose to make use of the BDF-2 in combination with an
inexact Newton method in order to overcome the typical stiffness
problems that arise in the field of cloth simulation. The authors mo-
tivate their decision by the observation that the dominating stiffness
is caused by the linear spring forces. In so far our method provides
a novel concept to the treatment of this linear term of the governing
equations by means of closed-form solutions.

Eberhardt et al. [2000] proposed a so-called IMEX method for
the integration of ODEs with separable stiff and nonstiff terms.
The former is treated with an appropriate implicit integration
scheme whereas the latter is integrated with an explicit method.
The variational IMEX of Stern and Grinspun [2009] is a symplectic
two-step integrator that is based on the separability of stiff and
nonstiff components. The main difference to the approach of
Eberhardt et al. is that the integrator is directly derived from a
discrete variational principle.

Our approach is able to preserve the energy of the system.
More precisely, the application of appropriate filter functions di-
rectly leads to an exponential integrator that is symplectic. A recent

method that is also energy preserving is that of Su et al. [2012].
The authors introduce the concept of energy budgeting where high-
frequency energy is moved to lower frequencies in order to en-
able damping and energy conservation at the same time. This is
achieved through solving a single quadratic formula. According to
their claims this approach can be incorporated into any existing
numerical integration scheme.

3. EXPONENTIAL INTEGRATORS FOR SECOND
ORDER DIFFERENTIAL EQUATIONS

In this section we derive an Exponential-Time Integrator (ETI)
to solve stiff second-order differential equations. Typical second-
order candidates are the Newton equations of motion that govern the
dynamic equilibrium of elastodynamic systems like cloth [Baraff
and Witkin 1998] or solids [Nealen et al. 2006]. In Figure 1 a
complex deformation example is shown for which the dynamics
has been computed with our integration approach based on the
Newton equations of motion.

They are easily derived for a particular mechanical system (e.g.,
coupled oscillators) by means of the Lagrangian formalism. We omit
their derivation for brevity and just write their final form which can
be found in standard text books on mechanical engineering,

Mẍ(t) + Dẋ(t) + K (x(t) − x0) + ! (x(t)) = 0, (1)

where x(t) := (x1
x , x

1
y , x

1
z , . . . , x

N
x , xN

y , xN
z )T ∈ R3N is the vector

of positions, M := diag(m1, m1, m1, . . . , mN, mN,mN ) ∈ R3N×3N

the lumped mass-, D ∈ R3N×3N the damping-, and K ∈ R3N×3N

the stiffness matrix and !(x) ∈ R3N the vector of external forces.
Note that we derive the integration scheme for a diagonally lumped
mass matrix M. The case of a general mass matrix needs a special
treatment and is discussed in Appendix B.

Our aim is to devise an integration scheme based on the analytic
solution. The major problem lies in the damping term Dẋ(t) which
prohibits an analytic treatment. Therefore, we neglect this term for
a moment and consider the following simplified equations instead,

Mẍ(t) + K x(t) + ! (x(t)) = 0, (2)
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Fig. 2. Armadillo performing squats. Physically-based deformation of the Armadillo and the Bunny mesh. The sequence has been computed with our
exponential integrator approach. The Armadillo figure consists of 14 038 and the Bunny of 1 183 particles. After a precomputation time of 7 sec the simulation
runs at interactive rates. The figure periodically returns exactly to its initial position because the energy is preserved. Both models are taken from the Stanford
3D Scanning Repository.

Fig. 3. Textile draped over a hemisphere. Physically-based simulation of a textile consisting of 100 × 100 particles connected via tensile and shearing
springs using our exponential integrator approach. The precomputation time was about 4 sec. The simulation then runs at interactive rates. After touching the
hemisphere the textile slides over the surface to continue its free fall. Collisions between the textile and the hemisphere are treated by simply projecting the
particles back to the surface.

with x(t) := x(t) − x0. A numerical treatment of the damping term
is discussed in Section 4.3.

We can rewrite Eq. (2) in a more concise form as

ẍ(t) + Ax(t) = g (x(t)) , (3)

with A = M−1 K and g (x(t)) = −M−1! (x(t)). The task at hand
is to solve the initial value problem Eq. (3) with the initial conditions
x(t0) = x0 and ẋ(t0) = υ0. We are especially interested in solution
methods to the stiff case, that is, when the coefficient matrix K has
a large norm. For this we reduce system Eq. (3) consisting of 3N
second-order differential equations to a system of 6N first-order
equations so that we arrive at

Ẋ(t) = AX(t) + # (X(t)) , (4)

or in an expanded form
!

ẋ(t)
υ̇(t)

"

=
!

0 1
−A 0

" !
x(t)
υ(t)

"

+
!

0
g (x(t))

"

,

where 1 := diag (1, 1, . . . , 1). Our approach works for all systems
governed by the system equation Eq. (1), with symmetric A =
M−1 K . As a consequence of Maxwell’s Reciprocal Theorem all
stiffness matrices are symmetric.

3.1 Variation of Parameters

In order to solve the inhomogeneous first-order system Eq. (4) a
multidimensional generalization of the variation of parameters ap-
proach is used that was introduced by Lagrange in the 18th century
(refer to Lagrange [1809]). The key idea is to employ the gen-
eral formula of the solution of the associated homogeneous system
and replace the arbitrary constant by an initially unknown function

that has to be determined such that the inhomogeneous equation is
satisfied. Application of this method to Eq. (4) yields

X(t) = exp(tA) η(t),

Ẋ(t) = A X(t) + exp(tA) η̇(t),

which we plug into Eq. (4) to obtain the final version of the variation
of parameters formula,

X(t) = exp(tA)
# t

t0

exp(−τA) # (X(τ )) dτ

+ exp (− (t − t0) A) X(t0), (5)

which is equivalent to its recursive version

X(t + "t) = exp("tA)X(t)

+
# t+"t

t

exp ((t + "t − τ )A) # (X(τ )) dτ. (6)

This recursive version, Eq. (6), can be applied in order to solve the
first-order system Eq. (4). We shall argue that if the dominating
stiffness of the system is caused by the linear part K the resulting
integrator should be able to handle large step-sizes much better
than commonly used integration schemes because the variation of
parameters formula returns the exact solution for the linear case,
that is, when g (·) = 0.
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Fig. 4. The Dragon consists of 100 K particles and performs a complex movement of the head. It shows that the exponential integrator can also handle huge
nonlinear models with no problems. The computation time per iteration was 3.916 sec while the BDF-1 needed over 600 secs. The Dragon is taken from the
Stanford 3D Scanning Repository.

3.2 Discrete Integration Scheme

After application of Eq. (6) to solve the first-order system Eq. (4)
we obtain
!

x(t)
υ(t)

"

=
# t

t0

!
%−1sin ((t − τ ) %)

cos ((t − τ ) %)

"

g (x(τ )) dτ

+
!

cos ((t − t0) %) %−1sin ((t − t0) %)
−%sin ((t − t0) %) cos ((t − t0) %)

" !
x(t)
υ(t)

"

, (7)

with the use of the identity

exp(tA) =
!

cos (t%) %−1sin (t%)
−%sin (t%) cos (t%)

"

,

in which % denotes the matrix square root of A.
We choose the following discretization of Eq. (7) (refer to Hairer

and Lubich [2000]), and obtain the one-step integrator

xn+1 = cos ("t%) xn + %−1sin ("t%) υn

+ "t2

2
ψ ("t%) g (φ ("t%) xn) , (8)

υn+1 = −%sin ("t%) xn + cos ("t%) υn

+ "t

2
(ψ0 ("t%) g (φ ("t%) xn)

+ ψ1 ("t%) g (φ ("t%) xn+1)) , (9)

with xn := x(t0 +n"t), υn := υ(t0 +n"t), and even analytic filter
functions φ,ψ, ψ0, ψ1 : C3N×3N → C3N×3N depending smoothly
on the square of their argument. Their choice is discussed in Sec-
tion 3.4. For φ(0) = ψ(0) = ψ0(0) = ψ1(0) = 1 the integrator is
consistent of order two (refer to Hairer and Lubich [2000]). More-
over, the integrator is symmetric for the choice ψ(·) = sinc(·)ψ1(·)
and ψ0(·) = cos(·)ψ1(·).

The two-step integrator is readily obtained by isolating
%−1sin ("t%) υn in Eq. (8). After multiplication of both sides of
Eq. (9) with %−1sin ("t%) we replace %−1sin ("t%) υn with the
corresponding isolated part in Eq. (8) and %−1sin ("t%) υn+1 by
the index shifted version of that part. After application of the sym-
metry equations for ψ and ψ0 and some algebraic manipulations
one finally arrives at

xn+1 = 2cos ("t%) xn − xn−1

+ "t2ψ ("t%) g (φ ("t%) xn) . (10)

That the integration scheme is symmetric can be verified by inter-
changing n ↔ (n + 1) and "t ↔ (−"t).

In order to apply the integrator to a given system we need the
initial values (x0, υ0), that is, the initial positions and velocities
of the individual particles. Since we have a two-step method we
must compute x1 beforehand which is readily obtained by plugging
the initial values into Eq. (8). From this point the integrator is self-
starting.

This method is called exponential integrator because it relies on
the evaluation of trigonometric matrix functions that in turn are ex-
pressed in terms of the exponential function. For the homogeneous
system, that is, if g = 0, Eq. (10) delivers the exact solution. This
is especially important if the stiffness of the system stems from the
linear part K . With this tool at hand we should now be able to take
very large step-sizes without running the risk of becoming unstable.

Unfortunately, at this point remain unsolved two major prob-
lems: (a) the issue of finding appropriate filter functions ψ and φ
and (b) the challenge of an effective numerical treatment of the
trigonometric matrix function that appears in the integrator Eq. (10)
and possibly in its filter functions. In what follows we shall therefore
demonstrate how we can make the integrator highly competitive by
drastically reducing its overall numerical effort. This is achieved
through the choice of a dedicated pair of filter functions (ψ, φ) and
the employment of Krylov subspace methods for the fast evaluation
of the trigonometric matrix functions.

As we shall see, combining both aspects allows us to devise a
numerical scheme that reduces the effort of a single integration step
drastically. The costs of a single integration step are not higher than
that of standard implicit schemes like BDF-1 that demand at least
the solution of a nonlinear system that in turn rarely converges in
less than three linear solves.

3.3 Co-Rotational Exponential-Time Integrator
(CETI)

In this section we briefly describe how the exponential integrator
can be combined with the notion of co-rotational linear elastic-
ity. The so-called co-rotational formulation for finite elements was
originally introduced in Wempner [1969] and Belytschko and Hsieh
[1979]. The idea is to split into rigid rotations and a contribution due
to pure strain the geometrically nonlinear deformations of a contin-
uum. The strain fraction typically remains small so that it can be
treated by means of a linearized form of Green’s strain tensor which
is not invariant under rotation in general and is thus only valid for
infinitesimal small deformations. The computational costly applica-
tion of the nonlinear form of Green’s strain tensor for the simulation
of large deformations is elegantly circumvented. This concept has
been widely adopted by the computer graphics community where
the simulation of large deformations is a major concern (refer to
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Table I. A collection of filter functions (ψ, φ) for
the symmetric exponential integrator, where (·) is
a quadratic matrix.

Author Filter function

[Gautschi 1961]
$
sinc2 (·/2) , 1

%

[Deuflhard 1979] (sinc(·), 1)

[Garcı́a-Archilla et al. 1999]
$
sinc2(·), sinc(·)

%

[Hairer and Lubich 2000] (sinc(·), 1)

[Grimm and Hochbruck 2006]
$
sinc3(·), sinc(·)

%

Müller et al. [2002]). The co-rotational formulation is easily inte-
grated with the exponential integrator framework.

The linear approximation of the elastic forces

F = K (x − x0) + O
$
∥x − x0∥2% ,

due to a constant linear operator K = ∂ F/∂x, leads to the semi-
linear equation of motion Eq. (1), with rotationally variant K . To
account for the rotational part of the deformation we introduce a
rotation tensor field R ∈ R3N×3N and rewrite Eq. (2) in the form

Mẍ(t) + RK (R−1x(t) − x0) + ! (x(t)) = 0. (11)

The rotation field

R = diag(R1, R2, . . . , RN ),

with Ri ∈ R3×3 for i ∈ {1, 2, . . . , N} has to be determined in each
time step. A geometrically motivated method for systems of coupled
oscillators is described in Müller et al. [2002]. An alternative method
for the extraction of rotational and strain part by means of a polar
decomposition of the deformation gradient of an finite element has
been proposed in Etzmuss et al. [2003]. Both formulations are prone
to inversion in very large deformations. In Irving et al. [2004] an
extension to recover inverted elements is discussed.

The final CETI looks almost identical to Eq. (10),

xn+1 = 2cos("t%R)xn − xn−1

+ "t2ψ("t%R)g
$
φ("t%R)xn

%
, (12)

where %R =
√

R ART and g (x(t)) = −M−1 (! (x(t)) − RK x0) .
The actual difference is the so-called stiffness warping A (→
R ART.

3.4 Choice of Filter Functions

The filter functions ψ and φ in Eq. (10) obviously play a key role
in the application of the exponential integrator: they have a tremen-
dous impact on its long-term properties. The total solution of a
single integration step is a combination of the analytic solution of
the linear part and a ψ-filtered version of the numerically computed
solution of the nonlinear part. In order to allow the error function
to smoothly decrease as the step-sizes become smaller the argu-
ment of the nonlinearity is premultiplied with an additional filter
function φ. Especially for the choice ψ(·) = sinc(·)φ(·) the in-
tegrator is symplectic (refer toHairer and Lubich [2000]). Table I
gives an overview of numerically advantageous pairs of filter func-
tions (ψ, φ) that have successfully been employed by others. In our
numerical experiments we use the pair (ψ, φ) = (sinc2, sinc) as
introduced by Garcı́a-Archilla et al. [1999]. Thus, our method is
symplectic.

We compared the numerical outcome computed with the pairs
of filter functions of Table I. In our experiments a loss of accuracy
could not be observed between (ψ, φ) = (sinc2, sinc) and (ψ, φ) =

Fig. 5. The diagram illustrates the impact of the filtering process of the
argument of the nonlinearity on the error of the solution in dependency of
the time step. The filter function guarantees a smooth evolution of the error
function. If the prefiltering process is deactivated the error oscillates with a
amplitude that grows with the step-size.

(sinc3, sinc) nor were there any stability issues. Problems arose for
φ = 1 because filtering the argument of the nonlinearity has a great
impact on the error of the solution in dependency of the time step:
it guarantees a smooth evolution of the error function. In contrast,
if the prefiltering process is deactivated the error oscillates with an
amplitude that grows with the step-size as illustrated in Figure 5.

4. EFFICIENT COMPUTATION OF MATRIX
FUNCTIONS

In order to realize an efficient numerical implementation of the
exponential integrator Eq. (10) a fast computation of the required
trigonometric and cardinal matrix functions

f(·) ∈
&
cos("t

√
·),ψ("t

√
·), φ("t

√
·)
'
, (13)

is mandatory. The key idea is to prevent the direct computation of
the matrix functions and to calculate instead the action

ζ f(A, v) = f(A)v,

on an operand vector v using the Krylov subspace method.
An excellent survey of suitable methods for the particular pur-

pose of matrix exponential computation was already published by
Moler and Van Loan [1978]. Meanwhile 25 years later, the same au-
thors presented a revised version of their survey (refer to Moler and
Van Loan [2003]). An enormous improvement has been achieved
through the development of Krylov-type methods. With these one
is able to reduce the problem of the exponentiation of a high-
dimensional matrix to the exponentiation of a low-dimensional one.
In this context Krylov subspace projection methods have been stud-
ied in detail by Saad [1992], Hochbruck and Lubich [1997], and
Sidje [1998]. The Krylov method can be used analogously for the
evaluation of the functions specified in Eq. (13).

4.1 Krylov Subspace Projection

A rather naive approach to approximate ζ f(A, v), where f is one of
the functions given in Eq. (13) is to use the truncated Taylor series
of degree m − 1 that is given by

ζ f(A, v) ≈
m−1(

k=0

ak Akv. (14)

For example in the case of the matrix exponential f = exp with
simply equating the coefficients readily delivers ak = 1/k!. These
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coefficients are not necessarily optimal to approximate ζ f(A, v) with
a linear combination of the elements {v, Av, . . . , Am−1v}. In order
to find adequate coefficients a natural orthonormal basis V m :=
[v0, v1, . . . , vm−1] ∈ CN×m of the Krylov subspace

Km(A, v) := span
$
v, Av, . . . , Am−1v

%
,

is sought. Such a basis can be found through an Arnoldi iteration
(refer to Arnoldi [1951]). It delivers V m and Hm := V †

m AV m ∈
Cm×m, where V † is the transjugate of V . Hm has upper Hessenberg
form and describes the projection of A onto the Krylov subspace
Km(A, v) relative to the basis {v0, v1, . . . , vm−1}.

Let ζ ∗
f (A, v) be an optimal least square approximation of

ζ f(A, v). We can formulate this as a minimization problem of the
form

∥ζ ∗
f − ζ f∥2

2 = min
ζ ′

f∈Km(A,v)
∥ζ ′

f − ζ f∥2
2

= min
z∈Cm

∥V mz − ζ f∥2
2.

It has full rank and can be solved by applying the Gaussian normal
equation. Since V m is unitary the minimization problem reduces to

z∗ = V †
mζ f.

Using this result we arrive at

ζ f(A, v) = V mz∗ = V mV †
mf(A)v

= V mV †
mf(A)∥v∥2V me1

≈ ∥v∥2V mf(V †
m AV m)e1

= ∥v∥2V mf(Hm)e1.

(15)

Thus, the projection of f(A) onto the basis {v0, v1, . . . , vm−1} is
approximated by projecting the argument A itself onto this basis.

The initial problem of the evaluation of a function with N ×
N range has been reduced to the evaluation of a function with
m × m range, where m ≪ N is the length of the Krylov basis.
Finally, the remaining low-dimensional function itself is evaluated
via eigendecomposition as explained in Appendix A. This motivates
for the computation of ζ f(A, v) the following algorithm, (refer to
Algorithm 1).

ALGORITHM 1: Compute ζ f(A, v) := f(A)v.
Require: A, v, m

Ensure: f(A)v
1: [V m, Hm] ← Arnoldi(A, v, m)
2: [T , D] ← EigenDecomp (Hm) ◃ Hm = T−1DT
3: z ← T−1f(D)T e1 ◃ Appendix A
4: z ← ∥v∥2V mz ◃ Eq. (15)
5: return z

4.2 Length of the Krylov Basis

Figure 6 illustrates the decrease of the logarithmic error of ∥ζexp∥
for the example of a 930 × 930 matrix computed with: (a) the
Krylov subspace method with basis length m and (b) the Taylor
series truncated after the m’th summand. It can clearly be seen
that for a basis length of only m = 5 the accuracy for the Krylov
approach is already as low as 10−9 which is sufficient for almost
all practical cases whereas that of the simple Taylor approximation
is in the order of 105. The decrease of the error is almost linear in
both cases. While (a) reaches the minimum error of about 10−27 at a

Fig. 6. Illustration of the logarithmic error of ∥ζ exp∥ in the case of a
930 × 930 matrix assembled from the dome example (refer to Section 5),
and computed with the Krylov subspace method (red) and the truncated
Taylor series (blue).

length of the Krylov basis of m = 15 the Taylor series needs almost
twice as big a Krylov basis (m = 30) for the same result. For our
numerical examples we constantly used a Krylov basis length of
m = 15 for the nonlinear cases.

4.3 Damped Coupled Oscillators

In Section 3 we neglected the damping term Dẋ(t) in order to derive
an integration scheme based on an analytic solution. Since damping
is of paramount importance we now discuss a numerical treatment
of the damping term.

Therefore, we replace in Eq. (2) and Eq. (11) !(x) with
!′ (x(t),υ(t)) = ! (x(t)) + Dυ(t) which is equivalent to Eq. (1),
where υ(t) = ẋ(t) is the velocity. This damped harmonic oscillator
has an analytic solution only for simple cases, so that we shifted
the damping term to the numerically evaluated right-hand side.
Algorithm 2 and Algorithm 3 already contain the necessary damp-
ing terms. For that we discretize the velocity by using the differential

ALGORITHM 2: Non-linear Exponential Time Integrator (NETI)
for systems of coupled oscillators with variable stiffness matrix K .

Require: M, D, K , !(·), xn−1, xn, tn, "t

Ensure: xn+1

1: An ← M−1 K (xn, tn)
2: xφ

n ← ζ φ("t
√

·) (An, xn)

3: if Argumentfiltering then

4: Aφ
n ← M−1 K

$
xφ

n , tn
%

5: xφ
n ← ζ φ("t

√
·)
$

Aφ
n , xn

%

6: else

7: Aφ
n ← An

8: end if
9: υφ

n ← 1
"t

(xn − xn−1)
10: !φ

n ← !
$
xφ

n

%
+ Dυφ

n ◃ Eq. (17), Damping
11: xc

n ← ζ cos("t
√

·)
$

Aφ
n , xn

%

12: xψ
n ← ζψ("t

√
·)
$

Aφ
n , !φ

n

%

13: xn+1 ← 2xc
n − xn−1 − "t2 M−1xψ

n ◃ Eq. (16)

ACM Transactions on Graphics, Vol. 33, No. 1, Article 7, Publication date: January 2014.



7:8 • D. L. Michels et al.

Fig. 7. Three bouncing nonlinear tori: one can clearly see the different degrees of deformation caused by the different stiffnesses k of 106 (blue), 105 (red),
and 5 × 104 (green). The geometries consist of 689 particles and 2 500 cubic springs. When a particle of a mesh comes into close proximity with the floor its
position is held fixed.

quotient. This is equivalent to the prefiltered velocity,

φ ("t%n) υn = 1
"t

(xn − xn−1) ,

with the chosen filter function φ (·). Since xn and xn−1 are already
known adding damping to our system comes at no extra costs.

ALGORITHM 3: Co-Rotational Exponential Time Integrator
(CETI) for systems of coupled harmonic oscillators with constant
stiffness matrix K .

Require: M, D, K ,!(·), x0, x1, "t, n

Ensure: x2, . . . , xn+1

1: A ← M−1 K

2: [T , D] ← EigenDecomp (A) ◃ A = T TDT

3: #c ← 2T Tcos("t
)

D )T

4: #ψ ← "t2 M−1T Tψ("t
)

D )T

5: #φ ← T Tφ("t
)

D )T

6: for k ← 1 to n do ◃ Perform n time steps ...

7: υ
φ
k ← 1

"t
(xk − xk−1)

8: Rk ← DetermineRot (xk−1, xk)

9: xR ← RT
k xk

10: !•
k ← !(Rk(#φ xR)) − Rk K x0 + Dυ

φ
k

11: xk+1 ← Rk((#cxR) − #ψ (RT
k !

•
k)) − xk−1

12: end for

4.4 The Integration Algorithm

We now describe the final integration algorithms for variable and
constant stiffness matrices K . Our method exploits the structural
properties of the mass matrix M which can appear in three modifi-
cations: as a diagonally lumped, (a) homogeneous or (b) inhomo-
geneous, or (c) a general matrix. Since K is always symmetric it
holds for case (a) that the system matrix A = M−1 K is symmetric
as well. This simplifies the computation of the matrix functions
specified in Eq. (13) since A can be factorized by an unitary diag-
onalization using, for example, optimized eigenmethods (refer to

Appendix A). Unfortunately, in most cases we have to deal with
type (b) or (c) mass matrices so that the missing symmetry of A can
be enforced using a slightly modified system of governing equa-
tions. This is briefly described in Appendix B. If the input matrix A
is symmetric, then so is H in Algorithm 1. Then the eigendecom-
position can be computed as described in Appendix A.

Variable Stiffness Matrix. Let us first rewrite Eq. (10) in its final
form by applying all the simplifications discussed earlier to obtain

xn+1 = 2ζ cos("t
√

·)
$
M−1 K n, xn

%
− xn−1

− "t2 M−1ζψ("t
√

·)
$
M−1 K n, !

φ
n

%
, (16)

in which !φ
n is given by

!φ
n = !

$
ζ φ("t

√
·)
$
M−1 K n, xn

%%
, (17)

with K n = K (xn, tn).
The final integration algorithm for the general case of a variable

coefficient matrix K , which we call nonlinear Exponential Time
Integrator (NETI), proceeds as follows: First the system matrix
A = M−1 K is computed. The remaining two steps of our algorithm
comprise the evaluation of the filter functions ψ and φ and their
application to the state vector and the vector of external forces. The
filter is first applied to the state vector xn to yield xφ

n . The external
forces ! are then evaluated at xφ

n and filtered again to yield xψ
n . From

xn−1, xc
n, and xψ

n follows xn+1 according to Eq. (16). A summary
of our algorithm is given in Algorithm 2. The upstream argument
filtering of xn is optional but recommended whereas the filtering
of the argument of the nonlinearity is necessary. The impact of the
filtering process on the error of the solution is shown in Figure 5
for the example of a bouncing steel sphere: it guarantees a smooth
evolution of the error function. If the filter is not used, that is, if
φ = 1, then the error oscillates with an amplitude that grows with
the step-size.

The total costs for one integration step thus amount to three
Krylov subspace projections (four with upstream filtering) and one
evaluation of the external forces.

Constant Stiffness Matrix. For a constant coefficient matrix K
we use Algorithm 3 instead. Here we precompute the matrices #c,
#φ , and #ψ . Since A is symmetric we use the Eigendecomposition
method described in Appendix A instead of the Krylov subspace
projection method.

The rotation field is determined as follows: For correspond-
ing vertices xn−1

i = xn−1(3i − 2, 3i − 1, 3i) and xn
i = xn(3i −

2, 3i − 1, 3i) orthonormal frames (nn−1
1 , nn−1

2 , nn−1
1 × nn−1

2 ) and
(nn

1, nn
2, nn

1, ×nn
2) are computed by nn,n−1

1 =
*3

i=1 en,n−1
i /∥en,n−1

i ∥
and nn,n−1

2 = nn,n−1
1 × en,n−1

1 /∥nn,n−1
1 × en,n−1

1 ∥ with three deter-
ministically chosen edges en,n−1

1 , en,n−1
2 , en,n−1

3 connected to xn,n−1
i .
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The rotation matrices are then given by

Ri =
+
nn

1 nn
2 nn

3

,
·
+
nn−1

1 nn−1
2 nn−1

3

,T
.

In the case of a rigid body, this method leads to the correct constant
rotation. For a deformable mesh it approximates the least square
solution. Since R changes in every iteration we exploit the fact that
f(B) is easily computable from f(A) by f(B) = Rf(A)RT for the
functions specified in Eq. (13) and precompute f(A).

Note that if Rk is set to the identity matrix the CETI reduces to
an exponential-time integrator for conventional linear elasticity.

The total costs amount to nine matrix-vector multiplications and
five vector additions per iteration in addition to the determination
of the rotation tensor field and the evaluation of the external forces.

4.5 Symplecticity

From a theoretical point of view, symplecticity is a characteristic
property of Hamiltonian systems and therefore an indicator of phys-
ical accuracy. Even in cases of large step-sizes "t , global accuracy
is achieved with a symplectic integrator. Symplectic integrators are,
among other areas, of special interest to the computer graphics
community, because fast computable globally accurate results are
often preferred to locally accurate solutions. We will show that the
CETI framework we presented in Algorithm 3 is such a structure-
preserving method in its undamped case.

According to its derivation, the integration step of the undamped
Algorithm 3 is equivalent to the symmetric one-step method

xn+1 = cos ("t%n) xn + %n
−1sin ("t%n) υn

+ "t2

2
ψ ("t%n) g (φ ("t%n) xn) ,

υn+1 = −%nsin ("t%n) xn + cos ("t%n) υn

+ "t

2
(ψ0 ("t%n) g (φ ("t%n) xn)

+ ψ1 ("t%n) g (φ ("t%n) xn+1)) ,

with D = 0, %2
n = Rn M−1 K RT

n , g(xn) = −M−1(!(xn) −
Rn K x0), ψ(·) = sinc2(·), ψ0(·) = cos(·) sinc(·), ψ1(·) = sinc(·),
and φ(·) = sinc(·).

We interpret the one-step formulation as a differentiable mapping

ω : U → R2N,

(xn, υn)T (→ (xn+1, υn+1)T,

with an open set U ⊆ R2N . Because differentiable functions can
be locally approximated by linear mappings, such mappings are
symplectic, if and only if the Jacobian J of ω is symplectic (refer
to Hairer et al. [2006]).
This is equivalent to

JT adiag(1, −1) J = adiag(1, −1),

from which for ψ0(·) = cos(·) sinc(·) equating coefficients leads to
a symplectic mapping ω, if and only if ψ(·) = sinc(·) φ(·) holds.
This condition is fulfilled with our choice (ψ, φ) = (sinc2, sinc).
Furthermore, since the transformation in position and momentum
space with an orthogonal matrix

R = diag(R1, R2, . . . , RN ),

with Ri ∈ SO(3) for i ∈ {1, 2, . . . , N} is a symplectic one, the
CETI method constitutes a structure-preserving mapping at every
iteration, which leads to a symplectic integrator.

Table II. Overview of the test cases used for the numerical experi-
ments and their respective running times in sec for the exponential
integrator and the BDF-1.
# Model N Prec. ExpInt Itr. BDF-1 Itr.

1 Fermi-Pasta-Ulam 2 0.000 0.000 0.000

2 Electricity Pylon 278 0.185 0.001 0.160

3 Spring 1167 0.702 0.007 0.679

4 Dome 930 0.637 0.006 0.576

5 Armadillo 14038 7.183 0.350 38.332

6 Dragon (NL) 100000 −1 3.916 604.019

7 Twisting Beam (NL) 650 −1 0.002 0.084

8 Torus (NL) 689 −1 0.002 0.363

9 Rope 80 0.031 0.000 0.059

10a Textile Hemisphere 10000 4.180 0.241 32.362

10b Spinning Buddha (NL) 10000 −1 0.364 35.598

10c Aluminium Foil 100 0.046 0.000 0.062

11 Steel sphere 954 −1 0.021 −1

12a Eiffeltower 5000 3.029 0.127 −1

12b Eiffeltower (COROT) 5000 3.029 0.382 −1

(NL) means that nonlinear springs have been used in this model. (−1) indicates that the
measurement could not be carried out. Some models have been splitted in subobjects
in order to reduce the computational costs.

This result corresponds to excellent energy and long-term behav-
iors and also holds in the special case of an exponential integrator
for linear elasticity. Moreover, every step of the NETI integrator
Algorithm 2 for systems of coupled oscillators with variable
stiffness matrices is symplectic, even in the case of an explicitly
time-dependent matrix. However, in this nonautonomous case the
long-term behavior is not necessarily outstanding, because an error
analysis must consider a modified equation in every iteration.

5. NUMERICAL EXAMPLES

In this section we present a broad spectrum of numerical examples
to study the behavior of our exponential integrator. In particular, we
focus on properties which are gainful in the context of physically-
based modeling, like long-term stability and energy conservation,
large stiffness values, and high accuracy. A tabular summary of
the models that are used throughout this section can be found in
Table II. Since some types of measurements are repeatedly used we
briefly explain the basic concepts behind these.

(1) Long-term stability and energy loss due to numerical viscosity:
the energy conservation capabilities of exponential integrator,
BDF-1, and RK4 are studied for different stiff models. Typi-
cal fields with a demand for the long-term stable behavior of
a classical symplectic integrator are mechanical engineering,
celestial mechanics, and molecular dynamics. Especially the
latter two fields typically consider systems that are free from
energy loss due to internal or external friction.

(2) Dependency of the step-size on the system stiffnesses: here we
compare the maximum possible step-sizes that can be taken by
the exponential integrator, BDF-1, and RK4 while successively
increasing the stiffness of the system. The maximum possible
time step is our quality metric and defined as the step-size
that delivers the results with an accuracy of 10−4 compared to
the ground truth. Although the value of the threshold seems
arbitrary we think that it is sufficient for most applications in
computer graphics. The ground truth, on the other hand, is
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Fig. 8. Illustration of the setup of the modified Fermi-Pasta-Ulam problem:
two coupled oscillators with stiffnesses ka and kb .

obtained by computing the solution with a very small step-size
of 10−10 sec using the same integrator as for the numerical
integration of the system.

(3) Dependency of the integration error on the step-size: here we
study how the relative error of the numerical solution behaves
while the step-size "t is successively increased. The stiffness
of the system is held fixed. The error follows as the ratio of the
amplitude A of the excited system and the base amplitude A0.

(4) When simulating cloth and threads one typically wants to con-
strain the maximum permissible tensile strain in order to make
the continuum appear naturally. This in turn has a tremendous
impact on the maximum possible step-sizes in the sense defined
before as the strain is related to the stiffness of the system. As
a consequence, we measure the runtime that is needed to com-
pute a given number of seconds of cloth or rope dynamics for
a predefined permissible strain.

Our examples have been computed on an Intel(R) Core(TM)
i7-3930K CPU 3.20 GHz with 32GB of DDR-RAM and 64-bit
Windows 7 unless stated otherwise. The simulation framework has
been implemented in C++ and Fortran.

5.1 The Fermi-Pasta-Ulam Problem

The first example that we study is a modified version of the highly
oscillatory Fermi-Pasta-Ulam problem. The latter can be seen as a
canonical example of a stiff oscillator. The modified version consid-
ered herein consists of a system of two coupled harmonic oscillators:
two point masses located at x = (x1, x2)T that are interconnected by
springs with respective constants ka and kb, where the ratio kb/ka

is large (see Figure 8). We compare for this particular setting the
numerical behavior of the exponential integrator against the vari-
ational IMEX that is due to Stern and Grinspun [2009] and the
analytical solution.

At t = 0 the system resides in an equilibrium state and is then
excited by an external force that acts sinusoidal on x0 with the
frequency ωext and the amplitude x̂0. The equations of motion are
thus

ẍ + 1
m

!
ka + kb −kb

−kb ka + kb

"

x = 1
m

!
kax̂0 cos(ωext t)

0

"

.

If the system is periodically excited it oscillates with the excitation
frequency. The analytic solution hence is x(t) = x̂ cos (ωext t) with
the amplitude

x̂ := ka

m
x̂0

$
ω2

1 − ω2
ext

%−1 $
ω2

2 − ω2
ext

%−1

!
ω2

3 − ω2
ext

ω2
3 − ω2

1

"

,

and the natural frequencies ω2
1 := ka/m, ω2

2 := (ka + 2kb) /m, and
ω2

3 := (ka + kb) /m.
The ratio κ of the extremal eigenvalues of the coefficient matrix is

a measure for the stiffness of the system. We obtain κ = 1+2kb/ka

which means that the stiffness of the system is large for kb ≫ ka .

Fig. 9. This diagram shows the temporal evolution of the energy at the
antenna of the deformed Eiffel Tower. During the undamped simulation the
energy is conserved (blue). In the damped scenario, the expected exponential
decay of the total energy (black) can be observed. Kinetic (red) and potential
energy (green) are also illustrated.

Fig. 10. This diagram shows the runtimes of the exponential integrator,
RK4, and BDF-1 needed to simulate five sec of aluminium foil dynamics
for varying permissible strains εmax.

Comparison of Exponential Integrator and V-IMEX. For this set-
ting we compare the trajectories x1(t) and the phase portraits x2(x1)
and v1(x1) given by the analytic solution with those obtained with
the exponential and the so-called variational IMEX integrator. The
latter integration scheme has been devised and studied in depth
by Stern and Grinspun [2009] in the context of highly oscillatory
problems. Derived from a discrete Langrangian principle it is sym-
plectic and combines aspects of the well-known Störmer-Verlet as
well as the implicit midpoint integrator. Its derivation is given in
Appendix C.

For our comparison we choose the excitation frequency to be
ωext = ω1 −10−10 in the vicinity of the resonance frequency ω1 and
the stiffness ratio κ = 1+2×108. Such a highly stiff configuration
is numerically challenging in the vicinity of the resonance case.

Figure 11 shows the analytic solution (left), the numerical solu-
tions computed with the IMEX variational integrator (middle), and
the exponential integrator (right) for a large constant step-size of
"t = 0.01. In contrast to traditional methods like the implicit Euler
scheme, both methods return a plausible-looking trajectory without
any kind of damping artifacts. The V-IMEX integrator, on the other
hand, produces a solution that contains frequencies that are not a
part of the analytic solution. Moreover, the dominant amplitude
changes periodically by a factor of about two. The phase portrait
shows that the solution remains stable but there are significant de-
viations from the correct trajectory. The benefit of the exponential
integrator is obvious: it solves the linear part of the equations of
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Fig. 11. The figure shows the trajectories x1(t) and the phase portraits
x2(x1), and v1(x1) of the modified Fermi-Pasta-Ulam problem obtained as
analytic solution (left), with the IMEX variational integrator (middle), and
the exponential integrator (right) for m = 1.0, ka = 102, kb = 1010, x̂0 =
1.0, and ωext = ω1 − 10−10. The analytic solution (left) and the numerical
solution obtained with the exponential integrator (right) are identical, as
expected, whereas the IMEX variational integrator (middle) produces a
heavily blurred trajectory.

motion exactly. Since the stiffness results from this linear part the
ability to take large step-sizes is a natural property of the exponen-
tial integrator. The total solution is a combination of the analytic
solution of the linear part and a filtered version of the solution of
the nonlinear part. In order to get a solution of comparable quality
with the V-IMEX method a step-size is needed that is about a factor
of 10 smaller. This factor grows dramatically as the stiffness or the
number of coupled oscillators is increased.

5.2 Linear Models

In this section we examine the properties of the exponential integra-
tor when it is applied to linear models, that is, models that show a
linear elastic behavior. The advantage over the nonlinear case is that
the stiffness matrix K remains constant. Therefore, the cosine of a
matrix as well as the filter functions can be precomputed (refer to
Algorithm 3). The rotation matrix in Algorithm 3 has been set to the
identity matrix, except for the Eiffel Tower example (co-rotational
linear elasticity).

Deforming Pylon. Trusses are very common in the field of me-
chanical engineering, but rather untypical in computer graphics.
Since they can be seen as the canonical examples for the calculation
of the deformation in stiff structures we compute the deformation
of a typical electricity pylon. It consists of N = 278 particles con-
nected with 680 linear springs with a uniform stiffness of k = 108

(refer to Figure 13 and Figure 14). The geometric properties corre-
spond to those found in real electricity pylones.

We study the long-term behavior of the natural oscillations caused
when the pylon is allowed to relax under the influence of an ex-
ternal vertical force field. The total simulation time was 400 sec.

Fig. 12. Long-term simulation of the elastic deformation of a coil spring
under the influence of an external force field. The coil spring consists of 1 167
particles and 5 600 linear springs. In reality the cross-section is subject to
twisting deformations which are usually modeled with more sophisticated
continuum mechanical approaches. However, our approach is able to capture
all these nonlinear effects. Furthermore, after a precomputation time of
0.7 sec the simulation runs at 142 fps.

Figure 22(a) shows a comparison of the total system energy ob-
tained with the exponential integrator, BDF-1, and RK4, where
Emax is the maximum energy produced by the exponential integra-
tor. It can clearly be seen how well the energy is preserved by the
exponential integrator which comes as no surprise as the pair of
filter functions (sinc2, sinc) that is used for all numerical examples
enforces symplecticity. BDF-1 dissipates at a constant rate almost
40% of the initial energy due to the numerical viscosity. The RK4,
on the other hand, behaves remarkably well: it conserves the energy
over a time period of more than 100 sec, but then starts to oscillate.
In a second experiment we decreased the stiffness to k = 104 and let
the pylon collapse under its own weight. After reaching the minimal
turning point the pylon erects itself to its initial position without any
remaining deformation.

Coil Spring. As a second example we study the behavior of a coil
spring. Slender structures are typically modeled employing more
complex approaches from the field of continuum mechanics, like,
for example, the theory of Cosserat rods [Antman 1995] since the
cross-section of a coil spring is subject to twisting deformations.
However, we show that with sufficiently stiff springs we can still
use a system of coupled harmonic oscillators in order to capture
these twisting effects. The coil spring depicted in Figure 12 is mod-
eled using 1 167 particles and 5 600 linear springs with a uniform
stiffness of k = 108. In Figure 22(b) we see how the accuracy of the
solution evolves as the step-sizes are successively increased. Even
for large step-sizes in the order of 10−2 the accuracy is still two
orders of magnitude larger than for the BDF-1 method.

Oscillating Mechanical Part. In our third example we study the
behavior of a dome-shaped mechanical part, (refer to Figure 15),
that is composed of N = 930 particles and 4 488 linear springs
and excited by the gravity field. We assign to the springs of the
border of the part a constant stiffness of kmin = 1012 while the
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Fig. 13. Illustration of the internal stress distribution of the rods when the pylon is allowed to relax under the influence of an external force field. We use a
uniform stiffness of k = 108 during this simulation.

Fig. 14. Illustration of the deformation of the rods when the pylon is allowed to relax under the influence of an external force field. In contrast to the simulation
shown in Figure 13, we use a much lower stiffness so that the deformation is visible.

remaining springs (shell) are assigned the stiffness value k. This
allows us to experiment with different stiffness ratios k/kmin where
k ∈ [1016, . . . , 1032]. In doing so the stiffnesses of the shell and
border springs of the part differ by at least five orders of magnitude.
Note that the deformation sequence shown in Figure 15 is for the
sole purpose of animation and has been obtained by setting the
stiffness values of the shell to k = 50 (blue) and k = 25 (red). It
would be impossible to see any deformation otherwise.

In particular, we measured the maximum time step "t that can
be taken at a certain stiffness ratio k/kmin. While for the less stiff
cases, that is, k/kmin = 104, the step-sizes that can be taken by the
exponential integrator and the BDF-1 differ by “only” five orders
of magnitude, this difference grows to more than ten orders of
magnitude as we increase the ratio beyond k/kmin > 1020 (refer
to Figure 22(c)). For the exponential integrator as well the BDF-1
the maximum step-size decreases linearly with the stiffness ratio on
a logarithmic scale. The RK4, on the other hand, falls back from
ten to almost 30 orders of magnitude compared to the exponential
integrator. This comes as no surprise because the RK4 is an explicit
method and therefore forced to follow the largest frequency in the
solution spectrum.

Squatting Armadillo. As a more complex example we present
two geometries of the Stanford model repository: Armadillo and
Stanford Bunny with downsampled 14 038 and 1 183 particles re-
spectively and uniform stiffness values of k = 106 and k = 105.
We let both geometries relax and deform under the influence of
the gravity field while the base particles are held fixed so that the
movement of the Armadillo resembles that of a person doing squats
and that of the Bunny that of a balloon being pumped up (refer to
Figure 2). At the end of a deformation cycle the initial configura-
tion of the figures is recovered without any remaining deformity.
The energy plot in Figure 22(d) once more shows that the energy is
conserved in contrast to the BDF-1 and RK4. The precomputation
time was 7 sec for the Armadillo geometry. The simulation then
runs at interactive rates.

Deforming Eiffeltower. In this example we demonstrate the
shape-preserving capabilities of the Co-rotational Exponential-
Time Integrator (CETI) in geometrically nonlinear deformations
with the Eiffel Tower model, which is composed of N = 5 000 par-
ticles. The typical distortions are present, especially at the antenna,
when the deformation is computed with the exponential integrator
for linear elasticity (Figure 16, center). On the other hand Figure 16,
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Fig. 15. These pictures show the deformation of a dome-shaped mechanical part that consists of 930 particles and 4 488 linear springs. The springs of the
lower border of the part have a constant stiffness of 1012 while the remaining springs are assigned a stiffness value of 50 (blue) and 25 (red). The precomputation
time was 0.637 sec and the time needed per iteration 6 × 10−3 sec (≈167 fps).

Fig. 16. Demonstration of the co-rotational exponential integrator: undeformed (left), linearly deformed (middle), and co-rotational deformed Eiffel Tower
(right).

right, shows the same deformation computed with the CETI for co-
rotational elasticity: no distortion can be observed.

As expected due to the symplecticity, the energy is conserved
during an undamped simulation. On the other hand, in a damped
scenario we observe an exponential decrease in the kinetic and
potential energy of the vibrating top of the tower. Both results
demonstrate the excellent long-term behavior and are illustrated in
Figure 9. The spring constants were set to k = 108 at the lower part
(i.e., nearly undeformable) and to k = 104 in the upper deformable
part. The computation time per iteration was 0.382 sec on our single-
threaded hardware. Because the phase space structure is preserved,
step-sizes in the range of "t = 10−2 are applicable without any
stability problems. This is also possible in the damped case. The
simulation runs in real time after a precomputation time of 3 sec.

5.3 Nonlinear Models

In this section we study the behavior of the exponential integrator
when it is applied to nonlinear models. By nonlinear models we
mean systems where the stresses do not depend linearly on the
strains. In the following examples the nonlinear elastic behavior
is modeled with cubic springs. The stiffness matrix K depends on
distances between the particles as well so that a precomputation of
the cosine and the filter functions is no longer possible. Now these
steps have to be carried out in every iteration. As we shall see this
is overcompensated by the ability to take large time steps that are
at least two orders of magnitude larger than with the conventional
approaches.

Twisting Beam. As first nonlinear example we consider a beam
consisting of 650 particles and 3 481 cubic springs with a uniform
stiffness of k = 5 × 108. The particles of one end are fixed at the
periphery while those of the opposite end of the beam are attached

to a rotating support that rotates about 180 degrees. The results of
the simulation are shown in Figure 17. This is one of the fascinating
examples: although the exponential integrator has to do the full job
of evaluating the matrix functions in every iteration it is still about
42 times faster than the BDF-1 method which needs 0.084 sec per
iteration.

In Figure 22(e) the maximum possible step-sizes are plotted in
dependency of the stiffness value k which ranges from 102 to 1010.
Interestingly, the exponential integrator performs much better even
in the case of a stiffness value of only 102. The twisting beam ex-
ample demonstrates that the computational overhead caused by the
permanent recomputation of matrix functions is overcompensated
by the ability to take step sizes that are at least three orders of
magnitude larger than for the BDF-1 or RK4.

Bouncing Dragon: With 100 K particles the Dragon is the most
complex example in our simulation portfolio. It performs a complex
movement of the head. In Figure 22(f) the maximum time step in
dependency of the absolute stiffness is shown for a maximum error
of 10−2. Such low error values are more common in the field of
computer graphics as they often still lead to “plausible looking”
simulation results and at the same time allow for larger time steps.
However, the diagram reveals that even for such low resolutions the
BDF-1 is still slower than the exponential integrator, although the
advantages in terms of speed shrinked to only 1.5 orders of magni-
tude. Figure 23(a) shows the runtime of the exponential integrator
at different solutions of the Dragon model ranging from 2 × 104 to
105. It scales approximatively linear with the number of particles.
The computation time per iteration for 100 K was 3.916 sec while
the BDF-1 needs over 600 sec.

Bouncing Torus. As the first example including collision response
we consider a nonlinearly elastic torus consisting of 689 particles
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Fig. 17. Cantilever beam subject to a non linear deformation caused by a rotatory motion of one end while the other end is held fixed. The beam is composed
of N = 650 particles and 2 400 cubic springs with a uniform stiffness of k = 5 × 108.

Fig. 18. This picture shows a steel sphere bouncing on a wooden floor. The
collision response is modeled using stiff penalty forces. The stiffness matrix
is extended so that it contains virtual collision response springs between the
contacting particles of the sphere and the floor. This means that we simply
integrate over the stiff penalty forces.

and 2 500 cubic springs. The torus comes in three stiffnesses: 5×104,
105, and 106. All three tori have the same mass and are let loose
from the same height above the ground (refer to Figure 7) and
therefore touch the ground at the same moment in time. The higher
the stiffness the smaller the actual deformation is and the faster
the torus bounces back from the ground. When a particle of the
mesh comes into close proximity with the floor the position of the
penetrating particle is held fixed. Note that this does not alter the
total system energy as the rest of the moving particles compress and
deform the body until the elastic energy stored in springs overcomes
the kinetic energy of the particles and accelerates them back into
the opposite direction. Figure 23(b) shows the energy conservation
properties of the exponential integrator for this nonlinear case.

5.4 Threads and Textiles

Threads and textiles frequently occur within the realm of computer
graphics. Threads or ropes typically have a high tensile strength
while at the same time they exhibit almost no resistance against
bending. The same holds for textiles like cloth with the extension
that cloth shows additional shearing deformation.

Swinging Rope. As a first example we present a simple rope
modeled as a multi-pendulum with N = 80 particles and 79 linear
springs (refer to Figure 19). The simulation times needed by the
exponential integrator are compared to the fast projection method
of Goldenthal et al. [2007]. Figure 23(c) shows the time needed to

Fig. 19. The figure shows two frames from the physically-based simulation
of a rope with the exponential integrator. The rope consists of 80 particles
and 79 linear springs. The permissible strain was set to εmax = 0.1 %.

compute one sec of rope dynamics with the exponential integrator
at a predefined permissible strain εmax. To account for Moore’s
law and make the comparison fair we carried out our simulations
on a MacBook Pro MacOS X 10.6.8 2.26GHz Intel Core 2 Duo,
4GB, 1067MHz DDR-3 RAM while in Goldenthal et al. [2007] a
2.66GHz Intel Core 2 Duo was used. We also used Matlab in the
single-threaded mode. It can clearly be seen that the exponential
integrator outperforms the fast projection method which needs about
2 sec at εmax = 0.1 %, according to Goldenthal et al. [2007]. Thus,
the speeding up is at least one order of magnitude. Please note
that we do not allow the permissible strain to go beyond 0.1 % as
Goldenthal et al. do because such flexible materials can barely be
called stiff. The dashed (blue) line shows the corresponding time
steps that have been used.

In a second experiment we varied the discretization resolution of
the chain for a fixed permissible strain of εmax = 1 % and measured
the time needed to compute one sec of rope dynamics (refer to
Figure 23(d)). Again we compared our results to that of Goldenthal
et al. [2007] (refer to Figure 4 therein) and determined a speedup
by a factor of at least 50.

Textile Draping. Textile modeling has a long history in computer
graphics. Yet this field is still open to new ideas especially with
regard to the question how the stiff behavior of textiles can be han-
dled in a numerically efficient way. In this example we demonstrate
that the exponential integrator can also conveniently be used for the
computation of cloth dynamics. A sheat of cloth is draped over a
hemisphere (refer to Figure 3). The textile falls under the influence
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Fig. 20. These pictures show (from left to right) the space-filling models of a subsequence of the DNA double strand (PDB: 3gbi, 1 372 atoms), the molecular
structure of the retroviral protease M-PMV, an AIDS-causing monkey virus (PDB: 1nso, 1 732 atoms), and the Keratin molecule (PDB: 3tnu, 2 994 atoms)
constituting one of the basic proteins found in human hair and nails. The equilibrium configurations have been validated for all three structures using our
approach. The covalent bonds are established by springs of appropriate stiffnesses.

Fig. 21. These pictures are taken from an animation sequence obtained with a 10 × 10 mesh and our exponential integrator approach. One can see the
deformational behavior of an aluminum foil-like shell under the influence of gravity. The maximum allowed strain in the direction of gravity was restricted to
εmax = 5%.

of gravity from an expanded horizontal position onto the surface
of a hemisphere placed below, wraps around the hemisphere, and
then slides over the surface to continue its free fall. When a particle
penetrates the hemisphere it is projected back onto its surface. We
employ a simple pseudo-friction model to capture the interaction of
the textile and the surface. The tangential velocity components are
simply reduced by 40%. Additionally, the velocities are damped
by the air drag. Here our damping model from Section 4.3 comes
into play. Now the entries of the damping matrix D are not set
to zero. The textile consists of 100 × 100 particles connected via
linear tensile (k = 104) and shearing (diagonal, k = 103) springs.
The precomputation took 4 sec while the time per iteration was
240 ms.

Spinning Buddha. In this example a sheat of cloth is draped over
a rotating buddha statue consisting of 1.7 M triangles (refer to
Figure 1). It fully covers the statue for a short moment and then
starts to swirl around and finally slides over the hands over the
buddha to fall to the ground where it layers up since damping is
included. Cloth-cloth and cloth-body collisions are detected with
standard bounding volume hierarchies. The settings are the same as
in the previous example but nonlinear springs have been used.

Aluminium Foil. In this example we consider an aluminium foil
made of 10 × 10 particles and 502 linear tensile and shear springs
with uniform stiffness. It is fixed at two ends and moves due to some
external force field (refer to Figure 21). We measured the compu-
tation time for five simulated sec of dynamics as a function of the
permissible strain εmax using the exponential integrator, BDF-1,
and RK4. The permissible strain was increased from 0.1% to 1.2%
which corresponds to a stiffness of 1010 and 108. The time step was

"t = 10−3. The results are illustrated in Figure 10. For very small
permissible strains (0.1%) the BDF-1 needs about 260 sec to com-
pute the dynamics, whereas the exponential integrator constitutes a
constant baseline throughout the range of permissible strains. The
speed advantage is more than 430 times. This clearly indicates the
suitability of the exponential integrator for the simulation of very
stiff textiles without the need for constraint enforcement techniques.

5.5 Collision Response with Stiff Penalty Forces

Collision handling, that is, collision detection and response, is a
crucial part of a physically-based simulation. At this point we skip
the discussion of approaches that have been developed in the past
and directly switch to the widely adopted method of penalty forces.
Whenever a collision is about to occur a strong repelling force is
applied to the opponents in order to prevent them from interpene-
trating. One of the major arguments against this modus operandi is
that in order to prevent interpenetrations effectively one has to deal
with extremely large forces that induce high-frequency oscillations
into the solution. Now we demonstrate that we can simply integrate
over these stiff forces using the exponential integrator. Let us con-
sider a steel sphere bouncing on a wooden floor (refer to Figure 18).
It consists of 954 particles and 2 000 linear springs with k = 1010.
Whenever the distance between a particle and the floor falls under
a certain threshold, a virtual spring is established that connects the
colliding particle and its normal projection on the floor. This obvi-
ously changes the structure of the stiffness matrix K and enforces
the recomputation of the matrix functions. In Figure 23(e) the in-
dividual bounces are shown in terms of the kinetic and potential
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Fig. 22. These diagrams illustrate different properties of the exponential integrator: (1) energy conservation in long-term simulations (a) and (d);
(2) dependency of the error on the step-size (b); (3) dependency of the time step on the stiffness (c), (e), (f).

energy of the sphere. One can see that the deformations caused by
the bounces are fully restored which once more proves the energy-
conserving properties of our method even in presence of strong
collision forces. The stiffness of the collision response springs was
kc = 1015. During the impact phase a repelling force was exerted to
more than 200 particles. The simulation runs at 48 fps.

5.6 Molecular Modeling

Exponential integrators also apply to the field of molecular dynam-
ics where one of the major problems is the enforcement of covalent
bond constraints. If the bonds between the atoms are considered as
rigid one of the standard approaches is to use the RATTLE integrator
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Fig. 23. These diagrams show: (1) runtime of the exponential integrator in dependency of the resolution of the model (a) and (d); (2) runtime in dependency
of the permissible strain of the model (c); (3) the energy preservation capabilities of the exponential integrator for the simulation of deformable bodies with
collision response, (b) and (e), and in molecular simulations (f).

originally introduced in Andersen [1983]. It is a manifold projection
method that necessitates the solution of a nonlinear system per time
step. If, on the other hand, we tie together the atoms with springs
of proper stiffnesses our exponential integrator comes in handy.

In molecular dynamics the long-and short-range interactions are
typically approximated with the Lennard-Jones-(12, 6)-potential (a
special case of the Mie-potential) [Griebel et al. 2007], which reads
φ(r) = 4ε · ((σ/r)12 − (σ/r)6) with σ being the distance between
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the atoms at φ(r) = 0 and ε is the depth of the potential well, r is
the distance between the centers of two atoms. The resulting force
appears as ∇φ(r) on the left-hand side of Eq. (1). It acts as a non-
linear undamped elastic (spring) force between two atoms and is
handled by the Nonlinear Exponential-time Integrator (NETI) (refer
to Algorithm 2).

We demonstrate the capabilities of our approach with a subsec-
tion of a DNA double helix (PDB: 3gbi, 1 372 atoms), the molec-
ular structure of the retroviral protease M-PMV, an AIDS-causing
monkey virus (PDB: 1nso, 1 732 atoms), whose structure became
famous because it was solved by protein folding game players, (re-
fer to Khatib et al. [2011]), and the Keratin molecule (PDB: 3tnu,
2 994 atoms) constituting one of the basic proteins found in hu-
man hair and nails, (refer to Figure 20). As the number of atoms
becomes sufficiently large, which is almost always the case when
we deal with polypeptide structures, the evaluation of the Lennard-
Jones potential and other pairwise interactions turn out to be a true
bottleneck. This problem is usually overcome with spatial subdivi-
sion techniques in combination with a multipole expansion [Surles
1992]. However, for the three molecules we compute the pairwise
interatomic forces directly in order to evaluate if the given structures
are in an equilibrium or near-by-equilibrium configuration. The ini-
tial positions are obtained from the RCSB Protein Data Bank. The
initial velocities of the atoms are set to zero. When the simulation
is started the atoms begin a high-frequency jittering around their
equilibrium positions, in which the displacements are very small
compared to the bond lengths. The reason for this jittering is that
the force from the approximate Lennard-Jones potential is the only
interaction that we consider and this does not result in exactly the
same interatomic distances as defined by the initial positions ob-
tained from the protein data bank. The energy plot for the M-PMV
molecule over a range of 30 ms is shown in Figure 23(f). The
exponential integrator preserves the energy as expected.

6. CONCLUSION AND FUTURE WORK

We have devised a novel approach to the numerical integration of
stiff second-order differential equations and demonstrated that this
class of exponential integrators offers a serious alternative to already
established numerical integration methods for highly stiff problems
in the realm of physically-based modeling. Deformable bodies with
stiff material properties like ropes, textiles, solids, and trusses can
be handled very efficiently since the stiff part of the governing equa-
tions is solved by means of a closed-form solution. This comes at
a high price: trigonometric matrix functions have to be evaluated.
Fortunately, the employment of the fast Krylov subspace method
and the exploitation of the symmetric and sparse structure of sys-
tem matrices allow us to overcome these computational bottlenecks
and make the exponential integrator highly competitive with respect
to computation times. For (co-rotational) linear elasticity all these
quantities can be precomputed. This enables one to drive complex
simulations in real time as we have seen. In cases of nonlinear
elasticity the increased overhead caused by the repeated evalua-
tion of matrix functions is fully compensated by the ability to take
up to three orders of magnitude larger time steps compared to the
standard methods. Symplecticity and the ability to take large time
steps are intrinsic properties of our approach and not a slight of hand
like nonphysical ad hoc manipulations of the underlying integration
scheme. In applications where high accuracy and speed are manda-
tory, for example, during surgery simulations, the application of our
approach has a clear advantage over standard implicit methods like
BDF-1 / BDF-2 as it does not suffer from numerical viscosity and
treats system stiffnesses in a mathematically accurate way.

One of the most promising features of our approach is that it
enables one to incorporate stiff penalty forces that occur within the
process of collision handling during a simulation. With the well-
established integration methods this has always been a major prob-
lem as the step-sizes become unacceptably small in such situations.
As a consequence, it is not necessary to operate on the velocity level
and dissipate energy by the application of ad hoc impact laws.

In our future work we will focus upon a further acceleration
of the necessary matrix vector operations by the applications of
GPU-based general-purpose tools. In particular, for the nonlinear
cases a speedup of the computation of the matrix functions is pos-
sible by a trivial parallelization of the elementary operations of the
Arnoldi iteration. A trivial parallelization of the CETI is possible as
well since the computations of the rotation matrices do not depend
on each other and the matrix-vector and vector operations can be
carried out componentwise.

Finally, since novel numerical integration schemes are devised
very rarely in the realm of computer graphics we think that our
approach lays ground for a fruitful discussion of fast and reliable
methods for the efficient handling of the ubiquitous stiff systems that
combine both aspects—speed and accuracy—without sacrificing
one for another.

APPENDIXES

A. FAST MATRIX FUNCTION COMPUTATION FOR
SYMMETRIC MATRICES

Here we briefly describe how the following matrix functions

f(·) ∈
&
cos("t

√
·),ψ("t

√
·), φ("t

√
·)
'
,

can be computed efficiently when A is symmetric. Then A is uni-
tarily diagonalizable. That is why the normalized eigenvectors are
pairwise orthogonal because from

λ1xT
1 x2 = (Ax1)Tx2 = xT

1 ATx2

= xT
1 Ax2 = λ2xT

1 x2,

it follows that (λ1 − λ2)xT
1 x2 = 0 and finally λ1 ̸= λ2, which leads

to xT
1 x2 = 0. Such an unitary diagonalization

A = T TDT ,

can be realized efficiently by using optimized eigenmethods. The
function value is then given by

f(A) = T Tf(D)T ,

because the function of the type f(·) =
*∞

i=0 ci(·)i can be written as
convergent power series. The evaluation of the function f(D) can
be evaluated elementwise since D has a diagonal shape.

B. INHOMOGENEOUS AND NON-DIAGONALLY
LUMPED MASS MATRICES

In the case of an inhomogeneous mass distribution or a nondiag-
onally lumped mass matrix the system matrix A = M−1 K is not
symmetric. In order to handle this situation we integrate instead of
Eq. (2) the equivalent system

ÿ(t) + B y(t) + ' ( y(t)) = 0,
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in which scaled coordinates, matrix, and nonlinearity are given by

y(t) =
√

Mx(t),

B =
√

M
−1

A
√

M
−1

,

'( y) =
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M
−1

!
-√

M
−1

y
.

.

If M is diagonally lumped, y, B, and ' are easily computable.
When M is symmetric B is symmetric as well.

C. VARIATIONAL IMEX

Analogously to the continuous case one can derive a discrete La-
grangian formalism. Instead of using the continuous Lagrange func-
tion which is defined by L = T − V we use the discrete version

Ld (xn, xn+1) :=
# tn+1

tn

L (x, ẋ) dt. (18)

Furthermore, we define the discrete action sum

Sd
x (N ) :=

N−1(

n=0

Ld (xn, xn+1) ,

which has to be extremal according to Hamilton’s principle. By
deriving Eq. (19) and making use of the fact that there is no variation
at the fixed endpoints we get the system of the so-called discrete
Euler-Lagrange-equations

dxnLd (xn, xn+1) + dxnLd (xn−1, xn) = 0,

for all n ∈ {1, 2, . . . , N − 1}. These define a discrete two-step
integrator of the form

(xn−1, xn) (→ (xn, xn+1) .

Based on the observation that in many cases a splitting of the
potential energy into fast and slow components is possible, Stern
and Grinspun [2009] applied the midpoint quadrature rule to the
fast and the trapezoidal quadrature rule to the slow potential energy
term of the Lagrangian Eq. (18). For the differential equation Eq. (2)
the fast potential is given by

W (x) = 1
2

xT M−1 K x,

and the slow potential by −M−1! (x(t)). Thus, the final V-IMEX
integrator takes the form

xn+1 = 2xn − xn−1

− M−2 $
M + "t2/4 K

%−1
"t2 (! (x(t)) + K xn) .
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